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ABSTRACT

Spectral unmixing is an important task for hyperspectral data
exploitation. It generally consists of two steps: identifica-
tion of pure spectral signatures (endmembers) and estimation
of the fractional abundance of each endmember in each pixel
of the scene. A successful algorithm to perform both tasks
in simultaneous fashio is the iterative error analysis (IEA)
algorithm, which applies an iterative process in which the
next endmember to be detected depends on the set of previ-
ously extracted ones, which can be computationally expen-
sive for hyperspectral images with a large number of end-
members. In this paper, we propose a new parallel imple-
mentation of the IEA algorithm for graphics processing units
(GPUs). The proposed implementation is tested on three dif-
ferent GPUs from NVidiaTM, and is shown to exhibit real-time
performance in the analysis of an Airborne Visible Infra-Red
Imaging Spectrometer (AVIRIS) data set collected over the
Cuprite mining district in Nevada.

1. INTRODUCTION

Hyperspectral imaging [1] is concerned with the measure-
ment, analysis, and interpretation of spectra acquired from a
given scene (or specific object) at a short, medium or long dis-
tance by an airborne or satellite sensor. The high dimension-
ality of the data in the spectral domain, with hundreds of nar-
row spectral bands [2], poses some new processing problems.
Several techniques for hyperspectral image processing have
been proposed in recent years [3]. One of such techniques is
spectral unmixing, a very important task in remotely sensed
hyperspectral data exploitation [4]. This is because, when the
spatial resolution of the sensor is not fine enough to separate
different spectral constituents, these can jointly occupy a sin-
gle pixel [5].

In order to define the mixture problem in mathemat-
ical terms, let us assume that a remotely sensed hyper-
spectral scene with n bands is denoted by X, in which
the pixel at the discrete, spatial coordinates (i, j) of the
scene is represented by a feature vector given by X(i, j) =

[x1(i, j), x2(i, j), · · · , xn(i, j)] ∈ �n, and � denotes the set
of real numbers corresponding to the pixel’s spectral response
xk(i, j) at sensor channels k = 1, . . . , n. Under a linear mix-
ture model assumption [4], each pixel vector in the original
scene can be modeled using the following expression:

X(i, j) =

p∑
k=1

Φk(i, j) · Ek + n(i, j), (1)

where Ek denotes the spectral response of the k-th endmem-
ber, Φz(i, j) is a scalar value designating the abundance of
the k-th endmember at pixel X(i, j), p is the total number of
endmembers, and n(i, j) is a noise vector. The solution of the
linear spectral mixture problem described in Eq. (1) relies on
the correct determination of a set of p endmembers denoted
by {Ek}

p
k=1.

Over the last decade, several algorithms have been devel-
oped for extraction of spectral endmembers directly from the
input hyperspectral data set [6]. A successful approach has
been the iterative error analysis (IEA) algorithm [7], which
performs a series of spectral unmixing operations, each time
selecting as endmembers the pixels that minimize the error
in the reconstruction of the original image after the unmix-
ing. An advantage of this approach over other available al-
gorithms is that the IEA not only produces a set of endmem-
bers but also their abundances in each pixel of the scene. As
a result, it implements a full hyperspectral unmixing chain.
Depending on the dimensionality of the data, this method
can be time-consuming. Although clusters of computers have
been used for speeding up computational performance of hy-
perspectral imaging algorithms in the past [8], these systems
are expensive and difficult to adapt to on-board data process-
ing scenarios, in which low-weight and low-power integrated
components are highly desirable to reduce mission payload.
An exciting new development is the emergence of commod-
ity graphics processing units (GPUs), which can satisfy ex-
tremely high computational requirements at low cost [9].

In this paper, we propose a new GPU implementation of
the IEA algorithm for real-time hyperspectral unmixing. The
proposed implementation is tested on three different GPUs
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(GeForce GTX 275, GeForce 9800 GX2, and Tesla C1060)
from NVidiaTM, one of the most important GPU vendors1.
The algorithm is shown to achieve real-time performance in
unmixing an Airborne Visible Infra-Red Imaging Spectrome-
ter (AVIRIS) [10] data set collected over the Cuprite mining
district in Nevada.

2. ITERATIVE ERROR ANALYSIS (IEA)

Our implementation of the IEA algorithm [7] can be summa-
rized by the following steps:

1. Initialization. The sample n-dimensional mean vector
X̄ of the original hyperspectral image X is first calcu-
lated as:

X̄ =
1

r × c

r∑
i=1

c∑
j=1

X(i, j), (2)

where r denotes the number of rows and c denotes the
number of columns in X.

2. Initial endmember calculation. Let the endmember set
E be initially an empty set, i.e. E = ∅. The first
endmember pixel E1 is calculated as follows. First, a
reconstructed version X̂ of the original hyperspectral
image X is obtained by performing a spectral unmix-
ing of X using X̄ as the only spectral endmember. In
our implementation of IEA, we apply a simple uncon-
strained spectral unmixing at each pixel X(i, j) as fol-

lows: (X̂
T

X̂)−1X̂
T

X(i, j). The outcome of this opera-
tion is an abundance value Φ0(i, j) for each pixel in X.
The reconstruction is now simply obtained by apply-
ing the following expression to all hyperspectral image
pixels:

X̂(i, j) = Φ0(i, j) · X̂. (3)

Now we calculate the root mean square error (RMSE)
between the original and the reconstructed hyperspec-
tral scenes using the following expression:

RMSE(X, X̂) =

(
1

r × c

) r∑
i=1

c∑
j=1

(
1

n

n∑
k=1

[xk(i, j) − x̂k(i, j)]2
) 1

2

,

(4)

and then select the first endmember E1 as the pixel with
maximum associated reconstruction error as follows:
E1 = argmax(i,j)∈Z2(X)RMSE(X, X̂). The resulting
pixel vector is stored in the endmember set: E = {E1}.

3. Iterative process. Calculate a new endmember for iter-
ations 2 ≤ k ≤ p by computing an unconstrained spec-
tral unmixing at each pixel X(i, j) using the current set

of endmembers E as follows: (Ê
T

Ê)−1Ê
T

X(i, j). The
outcome of this operation is a set of abundance values
{Φk(i, j)}q

k=1 for each pixel, where q is the number

1http://www.nvidia.com

of derived endmembers until that moment, and q ≤ p.
The reconstruction is now obtained by applying the fol-
lowing expression to all image pixels:

X̂(i, j) =

q∑
k=1

Φk(i, j) · Ek. (5)

Now we can select the k-th endmember Ek as the pixel
with maximum associated reconstruction error as fol-
lows: Ek = argmax(i,j)∈Z2(X)RMSE(X, X̂). The re-
sulting pixel (at the current iteration) is now stored:
E = {E1, · · · , Ek}.

4. Stopping rule. The procedure is terminated when
k = p. In this case, a final set of endmembers
E = {E1, · · · , Ep} and their corresponding abun-
dances {Φk(i, j)}p

k=1 in each pixel X(i, j) are pro-
duced as the outcome of the algorithm.

To conclude this section we emphasize that, in the original
IEA algorithm [7], three input parameters are given: the total
number of endmembers to be determined, p, a number of pix-
els np with maximum error to be averaged in the calculation
of the next endmember in each iteration, and a spectral angle
θ used to find similar pixels (in spectral angle sense) to the
extracted endmember in each iteration, which are averaged
together in order to generate the new endmember. Also, in
the original IEA implementation the authors assume that fully
constrained unmixing (with abundance sum-to-one and non-
negativity constraints) is implemented during the process. In
our version, we have simplified the algorithm by assuming
unconstrained spectral unmixing to speed up computational
performance. Also, we have set np = 1 and θ = 0 to make
our IEA implementation extract a single pixel vector (instead
of a group of averaged pixels) at each iteration. Although
we have empirically tested that our implementation and the
original IEA produce very similar results, we have decided to
avoid spectral averaging to increase the spectral purity of the
obtained endmembers.

3. GPU IMPLEMENTATION OF IEA

GPUs can be abstracted in terms of a stream model, under
which all data sets are represented as streams (i.e., ordered
data sets). Algorithms are constructed by chaining so-called
kernels, which operate on entire streams, taking one or more
streams as inputs and producing one or more streams as out-
puts. Thereby, data-level parallelism is exposed to hardware,
and kernels can be concurrently applied without any sort of
synchronization. The kernels can perform a kind of batch pro-
cessing arranged in the form of a grid of blocks, as displayed
in Fig. 1(a), where each block is composed by a group of
threads which share data efficiently through the shared local
memory and synchronize their execution for coordinating ac-
cesses to memory. This figure also displays how each kernel
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Fig. 1. Schematic overview of a GPU architecture. (a)
Threads, blocks and grids. (b) Execution model in the GPU.

is executed as a grid of blocks of threads. On the other hand,
Fig. 1(b) shows the execution model in the GPU, which can
be seen as a set of multiprocesors. In each clock cycle each
processor of the multiprocessor executes the same instruction
but operating on multiple data streams. Each processor has
access to a local shared memory and also to local cache mem-
ories in the multiprocessor, while the multiprocessors have
access to the global GPU (device) memory.

The most time consuming step of our IEA algorithm is the
calculation of spectral unmixings in iterative fashion as more
endmembers become available, as well as the calculation
of the reconstructed version X̂ of the original hyperspectral
image X with more endmembers at each iteration. Once the
hyperspectral image X is mapped onto the GPU memory,
a structure (image) in which the number of blocks equals
the number of rows (num rows) in the hyperspectral image
and the number of threads equals the number of columns
(num columns) is created, thus ensuring that as many pix-
els as possible are processed in parallel. The amount of pixels
processed in parallel depends of the memory and register re-
sources available in the GPU. Fig. 2(a) shows the code for the
IEA kernel that implements unconstrained spectral unmixing
and reconstruction in our GPU implementation of IEA, where
X̂ is denoted by image reconstructed, and the outcome
of RMSE(X, X̂) is designated by image error. It first

calculates the compute matrix given by
(
ET E

)−1
ET ,

where E = {Ei}
q
i=1 is formed by the q endmembers ex-

tracted until the current iteration. This matrix is be multiplied
(in parallel) by all pixels X(i, j) in the original image. Then,
the reconstruction error is calculated. An iterative application
of this kernel (using the mean spectrum X̄ as the initial one
and iterating until p endmembers are found) produces a GPU
implementation of the IEA algorithm in Section 2.

4. EXPERIMENTAL RESULTS

The GPU implementation of IEA has been tested using a
well-known hyperspectral scene collected by AVIRIS over

the Cuprite mining district in Nevada2. This scene has been
widely used to validate the performance of endmember ex-
traction algorithms. The portion used in experiments corre-
sponds to a 350 × 350-pixel subset of the sector labeled as
f970619t01p02 r02 sc03.a.rfl in the online data. The pro-
posed GPU implementation has been compared (in terms of
endmember extraction accuracy) with the original IEA algo-
rithm and our implementation described in Section 2, using
a library of reference spectral signatures collected by U.S.
Geological Survey (USGS)3. In our experiments, we em-
pirically observed that the three implementations produced
almost identical results. The total number of endmembers to
be extracted was set to p = 19 after calculating the virtual
dimensionality (VD) [1] of the AVIRIS Cuprite image. Fig.
2(b) shows the processing times achieved by our GPU im-
plementation of IEA in three different cards from NVidiaTM:
GeForce GTX 2754, GeForce 9800 GX25 and Tesla C10606.
The cross-track line scan time in AVIRIS, a push-broom
instrument, introduces the need to process the considered
AVIRIS scene (350 × 350 pixels) in approximately 1.985
seconds to achieve real-time performance. As shown by Fig.
2(b), real-time unmixing performance is achieved for values
of p ≤ 19 in the Tesla C1060; for values of p ≤ 16 in the
GTX 275 card; and for values of p ≤ 7 in the 9800 GX2
card. A strategy that we have in mind to further speedup the
performance of IEA is to apply a fast spectral pre-screening
to remove those pixels which are not sufficiently pure prior to
the endmember searching process.

5. CONCLUSION AND FUTURE RESEARCH

We have developed a real-time parallel implementation of the
iterative error analysis algorithm (IEA) on graphics process-
ing units (GPUs). One of the advantages of IEA in spectral
unmixing is its capacity to perform both endmember extrac-
tion and abundance estimation simultaneously and in itera-
tive fashion. The computational complexity of the algorithm
is significantly reduced by its parallel implementation, which
has been ported to several GPUs from NVidiaTM. Future work
should be focused on conducing a more detailed evaluation of
the parallel algorithm using additional hyperspectral scenes
and other types of high performance computing architectures.
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