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In this paper, we describe a new tool for classification of remotely sensed images. Our processing chain

is based on three main parts: (1) pre-processing, performed using morphological profiles which model

both the spatial (high resolution) and the spectral (color) information available from the scenes;

(2) classification, which can be performed in unsupervised fashion using two well-known clustering

techniques (ISODATA and k-means) or in supervised fashion, using a maximum likelihood classifier;

and (3) post-processing, using a spatial-based technique based on a moving a window which defines a

neighborhood around each pixel which is used to refine the initial classification by majority voting,

taking in mind the spatial context around the classified pixel. The processing chain has been integrated

into a desktop application which allows processing of satellite images available from Google MapsTM

engine and developed using Java and the SwingX-WS library. A general framework for parallel

implementation of the processing chain has also been developed and specifically tested on graphics

processing units (GPUs), achieving speedups in the order of 30�with regard to the serial version of

same chain implemented in C language.

& 2011 Elsevier Ltd. All rights reserved.
1. Introduction

The wealth of satellite imagery available from many different
sources has opened the appealing perspective of performing
remote sensing image classification and retrieval tasks (Jia et al.,
1999; Landgrebe, 2003) at a large scale. For instance, Google
MapsTM engine3 now provides high-resolution satellite images
from many locations around the Earth, and there have been
significant efforts to develop an application programming inter-
face (API)4 and other external libraries such as SwingX-WS5

to facilitate the processing of remotely sensed data available from
Google MapsTM engine. The combination of an interactive
mapping and satellite imagery tool such as Google MapsTM

with advanced image classification and retrieval features
(Benediktsson et al., 2003; Richards, 2005; Chang, 2003) has the
potential to significantly expand the functionalities of the tool
and also to allow end-users to extract relevant information from a
massive and widely available database of satellite images (the
ll rights reserved.

662; fax: þ34 927 257203.

abé),

rpu),
Google MapsTM service is free for non-commercial use).6 It should
be noted that the current version of Google MapsTM does not
allow using maps outside a web-based application (except with a
link to Google MapsTM). Here we use Google MapsTM purely as
example to demonstrate that if we have a data repository we can
use the tool we propose. We are currently exploring the possibi-
lity of large scale processing with data such as from Google
MapsTM repositories. By using the Google MapsTM API or external
libraries such as SwingX-WS, it is possible to embed the full
Google MapsTM site into an external website application. Other
similar services currently available comprise Yahoo Maps,7

Microsoft Bing Maps8 and OpenStreetMap.9 The characteristics
of Yahoo Maps and Microsoft Bing Maps are similar to those
available in Google MapsTM (although the spatial resolution of the
satellite imagery available in Google MapsTM is generally higher
than the resolution of the image data available in those systems).
On the other hand, the OpenStreetMap follows a different
approach. It is a collaborative project aimed at creating a free
editable map of the world. Its design was inspired by sites such as
Wikipedia.10 In comparison, the Google MapsTM service offers
important competitive advantages (Bernabé and Plaza, 2010),
6 http://code.google.com/apis/maps/terms.html
7 http://maps.yahoo.com
8 http://www.bing.com/maps
9 http://www.openstreetmap.org
10 http://www.wikipedia.org
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such as the availability of high resolution satellite imagery, the
smoothness in the navigation and interaction with the system,
and adaptivity for general-purpose desktop applications. Regard-
less of its competitive advantages, the possibility to perform
unsupervised or supervised classification of satellite images (King,
2003; Chanussot et al., 2006; Plaza et al., 2009) is not available in
Google MapsTM. However, image classification is widely recognized
as one of the most powerful approaches in order to extract
information from satellite imagery (Soille, 2003; Benediktsson
et al., 2005; Bruzzone et al., 2006; Gamba et al., 2004).

In this paper, we describe a new tool for classification of remotely
sensed imagery which has been tested with different types of data,
including satellite images from the Google MapsTM engine and also
remotely sensed hyperspectral images. Our processing chain is based
on three main parts: (1) pre-processing, performed using morpholo-
gical profiles (Benediktsson et al., 2003, 2005) which model both the
spatial (high resolution) and the spectral (color) information available
from the scenes using mathematical morphology concepts (Serra,
1982; Soille, 2003); (2) classification, which can be performed in
unsupervised fashion using two well-known clustering techniques:
ISODATA (Ball and Hall, 1965) and k-means (Hartigan and Wong,
1979) or in supervised fashion, using a maximum likelihood classifier
(Dempster et al., 1977); and (3) post-processing, using a simple
spatial-based technique based on majority voting which adopts a
similar strategy followed by techniques such as Markov random
fields (Chellappa and Jain, 1993). The processing chain has been
implemented in the C programming language and integrated into our
proposed tool, developed using Java and the SwingX-WS library.

In order to cope with the computational requirements intro-
duced by the processing of large areas at high spatial resolution
(Plaza and Chang, 2007), a parallel framework for the processing
chain is provided (Plaza et al., 2006; Plaza and Chang, 2008) with
a specific implementation provided for commodity graphic pro-
cessing units (GPUs). These specialized hardware cards are nowa-
days widely available due to the advent of video-game industry,
and can now be programmed in general purpose fashion (Setoain
et al., 2008; Paz and Plaza, 2010; Tarabalka et al., 2009). The
accuracy of our proposed parallel processing chain is validated by
analyzing the consensus of the classification results obtained with
regard to those provided by other implementations of the
considered unsupervised and supervised classifiers in commercial
software (ITT Visual Information Solutions ENVI11).

The remainder of the paper is organized as follows. Section 2
briefly describes the programming libraries used to develop the
proposed system and the procedure for image retrieval from Google
MapsTM engine. Section 3 describes the processing chain used for
processing satellite images. Section 4 describes a parallel implemen-
tation of the considered processing chain for GPUs. Section 5
describes an experimental evaluation of the proposed system which
has been conducted by comparing the agreement between the
obtained classification results with those provided by commercial
software, such as ITT Visual Information Solutions ENVI package. It
also includes an application case study in which the proposed system
is used for the classification of hyperspectral data collected over the
University of Pavia, Italy, using a data set with ground-truth informa-
tion about different urban classes. Finally, Section 6 concludes with
some remarks and hints at plausible future research.
2. Libraries

In order to develop our system, we resorted to the SwingX-WS
library which provides advanced capabilities for the creation of
11 http://www.ittvis.com/language/en-us/productsservices/envi.aspx
desktop applications. SwingX-WS attempts to simplify the use of
web services (in the broad sense) by providing APIs that reside on
top of existing libraries (such as Google MapsTM API). It contains a
set of Java beans (i.e., reusable software components developed in
Java) which are able to interact with web services and, at the
same time, can be embedded into standard desktop applications
(which fits very well our desired functionality). The initial Java
beans included in SwingX-WS library provide support for
advanced Google web services such as searching news, video,
images, and financial data, as well as a generic tile-based mapping
component that was adopted as a baseline for the design of our
desktop application. Specifically, our SwingX-WS beans have been
designed with graphical configuration in mind and work quite
well inside of a Java beans-aware editor such as Java NetBeans.12

The bean that we particularly exploited in the development of our
desktop application is JXMapViewer, a generic viewer for tile-
based map servers. In our proposed system, a client (user) first
sends a request to the web server via SwingX-WS. The web server
interacts with an application server that provides the map server
functionality. Specifically, the application server interacts directly
with a database from which the extracted information is pro-
vided. Finally, the newly developed desktop application performs
data processing using a specific chain that will be described in the
next section, using the JXMapViewer component and the other
additional SwingX-WS and SwingX modules to manage the
visualization of the obtained classification results.

In addition to JXMapViewer, other additional SwingX-WS and
SwingX modules were used in the development of our desktop
application. In the following, we provide a brief overview of these
additional modules:
�
 JXMapKit. The JXMapKit module comprises a pair of JXMap-
Viewers modules which allow including some desired func-
tionalities in the newly developed desktop application,
including zoom buttons, a zoom slider, and a mini-map in
the lower right corner showing an overview of the map.

�
 TileFactoryInfo. The TileFactoryInfo is in charge of

encapsulating all information specific to the managing of the
images provided by the map server in the form of tiles. This
includes the functionality that allows the desktop application
to load the map tiles from a certain location, and also to
control the size and zoom level of the tiles. Any map server can
be used by installing a customized TileFactoryInfo, but in
our specific desktop application we only use this module to
manage tiles derived from Google Maps server.

�
 DefaultTileFactory. Creates a new instance of Default-
TileFactory using the specified TileFactoryInfo. This
module has also been used to form wide satellite images by
composing a mosaic of tiles provided by means of TileFac-
toryInfo, thus incorporating the functionality to download
large image areas at the desired zoom level from Google Maps
engine to the newly developed desktop application.

�
 GeoPosition. This module provides the geographical latitude

and longitude associated to each pixel of the image tiles
returned by DefaultTileFactory, and further allows locat-
ing the image tile which comprises a certain geographic
location.

�
 Painter. This module allows software developers to be able

to customize the background painting of a JXPanel, which
has been used in our desktop application to visualize the
images provided by Google Maps engine. Since many compo-
nents within SwingX extend the JXPanel module, the devel-
oper can implement custom painting. In our developments,
12 http://netbeans.org

http://www.ittvis.com/language/en-us/productsservices/envi.aspx
http://netbeans.org
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this module has been specifically used to superimpose the
classification result provided by the different considered algo-
rithms on the maps provided by Google Maps engine, includ-
ing additional functionalities such as controlling the degree of
transparency when carrying out such superimposition.

�
 CompoundPainter. Painters can be combined together by

using a component called CompoundPainter, which uses an
array to store several Painters, and the order in which they
should be painted. This functionality has been used in the
newly developed desktop application to establish several
layers by means of which the obtained classification results
can be superimposed on the satellite images provided by
Google Maps with different levels of transparency.
3. Processing chain

Fig. 1 shows a flowchart of the processing chain considered in
this work. In the following, we describe the different parts of the
processing chain.

3.1. Pre-processing using morphological profiles

One of the most widely used methods in the literature for
analyzing spatial structure in image scenes is mathematical mor-
phology (Serra, 1982). It is based on processing the original image
using a so-called structuring element (SE), which acts as a probe for
extracting or suppressing specific structures of the image objects,
checking that each position of the SE fits within those objects.
Based on these ideas, two fundamental operators are defined in
mathematical morphology, namely erosion and dilation (Soille,
2003). The erosion operation provides an output image which
shows where the SE fits the objects. On the other hand, the
application of the dilation operator to an image produces an output
image, which shows where the SE hits the objects in the image. All
other mathematical morphology operations can be expressed in
terms of erosion and dilation. For instance, the notion behind the
opening operator is to dilate an eroded image in order to recover as
much as possible of the eroded image. In contrast, the closing

operator erodes a dilated image so as to recover the initial shape of
image structures that have been dilated.

The concept of morphological profile (MP) was originally
developed (Benediktsson et al., 2003) from the principle of
granulometry (Soille, 2003), and relies on opening and closing
Fig. 1. Flowchart describing the processing chain considered in this work.
by reconstruction operations, a special class of morphological
transformations that do not introduce discontinuities and which
preserve the shapes observed in input images. While conven-
tional opening and closing remove the parts of the objects that are
smaller than the SE, opening and closing by reconstruction either
completely removes the features or retains them as a whole. The
MP is composed of the opening profile (OP), which consists of an
ensemble of opening by reconstruction of increasing size, and of
the closing profile (CP), performed using the dual operation (Soille,
2003). For a given SE, geodesic opening and closing allows one to
know the size or shape of the objects present in the image: those
which are deleted are smaller than the SE, while those which are
preserved are bigger. To determine the shape or size of all
elements present in an image, it is necessary to use a range of
different SE sizes. This assumption leads to the formal definition
of the MP

MPðx,yÞ ¼ fCPkðx,yÞ, . . . ,f ðx,yÞ, . . . ,OPkðx,yÞg, ð1Þ

where f(x,y) denotes the pixel in the spatial coordinates (x,y) of
the original image. However, the above formulation refers to a
single-band image and, therefore, the color information available
in Google MapsTM satellite images is not considered. A simple
approach to deal with this problem is to build the MP on each of
the individual bands. This approach, called extended morphological

profile (EMP), can be seen as a single stacked vector to be used as a
collection of features for classification purposes. Following the
previous notation used in Eq. (1), the EMP at the pixel with spatial
location (x,y) can be simply represented by

MPextðx,yÞ ¼ fMPRðx,yÞ,MPGðx,yÞ,MPBðx,yÞg, ð2Þ

where MPR, MPG and MPB respectively denote the MP calculated
on the red, green and blue channel. The resulting EMP can be used
as an enhanced feature vector which extends over the informa-
tion contained in the original pixel (using spatial and spectral
information) for subsequent classification purposes.

3.2. Unsupervised and supervised classification

Unsupervised classification is conducted using clustering tech-
niques, which aim at grouping pixels together in feature space so
that pixels belonging to the same cluster present similar proper-
ties (Richards, 2005). The first unsupervised clustering technique
used in our implementation is the well-known ISODATA algo-
rithm (Ball and Hall, 1965), a squared-error clustering method.
The algorithm starts with a random initial partition of the
available pixels in the original image f into c candidate clusters.
It then iteratively optimizes this initial partition so that, on each
iteration i, a partition Pi

¼ fPi
1,Pi

2, . . . ,Pi
cg of the image f into c

clusters is computed, where Pi
k ¼ ff

i
j,kARn,j¼ 1;2, . . . ,mi

kg con-
tains the set of pixels in f belonging to the kth component on
the iteration i, with mk

i denoting the number of pixels in Pi
k and

k¼ 1;2, . . . ,c. For clarity, the spatial coordinates (x,y) associated to
the pixels in the original image f have been removed from the
formulation above since the clustering is conducted in the
spectral (feature) space, and not in the spatial domain as it was
the case with morphological operations. With this notation in
mind, in which the spatial coordinates associated to the pixels
have been omitted for simplicity, the squared error for a given
partition Pi of the original image f into c clusters is defined as

e2ðPi
Þ ¼

Xc

k ¼ 1

Xmi
k

j ¼ 1

Jf j,k�mkJ, ð3Þ

where mk is the centroid of the kth cluster. The squared error in
Eq. (3) is reduced at each iteration, until a convergence criterion is
achieved.
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Another clustering algorithm has been considered in our
implementation: the well-known k-means algorithm (Hartigan
and Wong, 1979). Its concept is similar to that of ISODATA.
Specifically, the goal of k-means is to determine a set of c points,
called centers, so as to minimize the mean squared distance from
each pixel in f (or in MPext) to its nearest center. The algorithm is
based on the observation that the optimal placement of a center is
at the centroid mk of the kth cluster. It starts with a random initial
placement. At each stage, the algorithm moves every center point
to the centroid of the set of pixel vectors for which the center is a
nearest neighbor, according to the Euclidean distance (Richards,
2005), and then updates the neighborhood by recomputing the
distance from each pixel vector to its nearest center. These steps
are repeated until the algorithm converges to a point that is a
minimum for the distortion (Hartigan and Wong, 1979). A
relevant issue for both the ISODATA and the k-means algorithms
is how to set the number of clusters c in advance. In our work, this
choice is left to the end-user, who can adjust the quality of the
clustering by interactively setting this parameter.

Once a segmentation (Beaulieu and Goldberg, 1989) of the original
image f (or its EMP, denoted by MPext) has been achieved via
unsupervised clustering, a supervised procedure can be applied to
classify other different areas based on the training sites selected in a
different spatial location. In our tool, this can be accomplished using
the well-known maximum likelihood (ML) classifier (Richards, 2005),
which relies on the following discriminant function:

MLðx,yÞ ¼�ln9gi9�ðf ðx,yÞ�miÞ
Tgiðf ðx,yÞ�miÞ, i¼ 1, . . . ,c, ð4Þ

where f(x,y) is the pixel vector with spatial coordinates (x,y), mi is the
mean vector for the class i, with i¼ 1, . . . ,c, and gi is the covariance
matrix of class i. Alternatively, in Eq. (4) the pixel, f ðx,yÞ, can be
replaced by its associated profile, MPextðx,yÞ if morphological pre-
processing is performed to the original image f prior to classification
purposes.

3.3. Spatial post-processing

A spatial post-processing module (Gamba et al., 2004) has
been implemented in our chain in order to refine the outcome of
the classification conducted in the previous subsection by simply
sliding a square neighborhood window centered in each classified
pixel and applying a majority voting procedure in which the
central pixel is assigned to the most predominant class in the
neighborhood window. In our tool, this simple spatial post-
processing step is completely optional. The size of the spatial
windows considered in our implementation of spatial post-
processing can be completely configured by the end-user, where
typical window sizes range from 3�3 to 15�15 pixels.
Multi-proce

Blocks
per grid

Threads
per block

Fig. 2. Schematic overview of a GPU architecture. (a) Threa
4. Parallel implementation

A general parallel framework for the considered processing
chain can be developed by means of a standard data partitioning
strategy, in which the original image is decomposed into different
partitions according to a spatial-domain decomposition frame-
work, meaning that each pixel (vector) is never partitioned across
different processing units of the parallel system (Plaza et al.,
2006; Plaza and Chang, 2007). In the following we describe the
specific parallel implementation conducted in this work, which
has been carried out for GPUs. These systems can be abstracted in
terms of a stream model, under which all data sets are represented
as streams (i.e., ordered data sets). Algorithms are constructed by
chaining so-called kernels, which operate on entire streams, taking
one or more streams as inputs and producing one or more streams
as outputs (Setoain et al., 2007). Thereby, data-level parallelism is
exposed to hardware, and kernels can be concurrently applied
without any sort of synchronization. The kernels can perform a kind
of batch processing arranged in the form of a grid of blocks, as
displayed in Fig. 2(a), where each block is composed by a group of
threads which share data efficiently through the shared local memory
and synchronize their execution for coordinating accesses to memory.
This figure also displays how each kernel is executed as a grid of
blocks of threads. On the other hand, Fig. 2(b) shows the execution
model in the GPU, which can be seen as a set of multiprocessors. In
each clock cycle each processor of the multiprocessor executes the
same instruction but operating on multiple data streams. Each
processor has access to a local shared memory and also to local
cache memories in the multiprocessor, while the multiprocessors
have access to the global GPU (device) memory.

The steps of the processing chain in Fig. 1 that we have
implemented in the GPU comprise the pre-processing of the
original image using morphological profiles, the unsupervised
classification using the k-means clustering algorithm, and the
final spatial post-processing. Our parallel algorithms were imple-
mented using NVidia CUDA.

4.1. GPU implementation of pre-processing using

morphological profiles

In order to implement the morphological pre-processing step
in parallel, the first issue that needs to be addressed is how to
map the original image onto the memory of the GPU. In our
implementation, we assume that the size of the image f to be
processed fits into the GPU memory. Otherwise, the image is
partitioned into multiple spatial-domain tiles, with scratch bor-
ders to avoid communicating pixels in the border of partitions. In
this case, the parallelization strategy can be simply addressed as
ssors

ds, blocks and grids. (b) Execution model in the GPU.
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described in Plaza et al. (2006), in which a step-by-step descrip-
tion on how to implement a border-handling strategy with
redundant information is given. We now describe the kernels
used for efficient implementation of morphological pre-proces-
sing on the GPU:
�

Fig
pro

eac

ope

the

win
Erosion and dilation: This kernel calculates the morphological
erosion and dilation operations by defining a grid with a
number of blocks equal to the number of pixels in the original
image f, and with a number of threads defined by the number
of pixels in the window defined by the morphological SE and
centered around each pixel f(x,y). This situation is graphically
illustrated by an example in Fig. 3, in which NM�NL denotes
the total number of pixels and TV denotes the number of
threads allocated to each processing window. Internally, the
threads of each block calculate the minimum or the maximum
value of the pixels in the window to complete the morpholo-
gical dilation and erosion operation, respectively, and the
kernel is applied to the three components of the original image
f: red, green and blue.

�
 Opening and closing by reconstruction: This kernel builds open-

ing and closing by reconstruction operations by combining the
output of erosion and dilation to form standard opening and
closing filters, and then iterates k times in order to obtain the
opening and closing by reconstruction operations OPk and CLk.
A similar structure of grids, blocks and threads with regards to
the one used in Fig. 3 is adopted.

�
 Extended morphological profile: This kernel simply combines

the output provided by the previous stage and the original
values in the three channels of the original image f to obtain
the morphological profile MP and the extended profile MPext at
each pixel. This is done by combining the output provided by
opening and closing by reconstruction for each of the indivi-
dual channels. As shown by the description of the kernels in
this section, the calculation of morphological profiles is an
embarrassingly parallel calculation since the calculations for
each processing window can be completed independently of
those associated to the other windows. This kind of parallelism
guided by data and without inter-processor communications
fits perfectly the GPU architecture depicted in Fig. 2.
. 3. Parallel strategy adopted in the GPU implementation of morphological

files: a grid is defined with as many blocks as pixels in the original image, and

h block manages a number of threads equal to the number of individual

rations which are performed within a processing window. NM�NL denotes

total number of pixels and TV denotes the number of threads allocated to each

dow.
4.2. GPU implementation of the k-means unsupervised clustering

algorithm

The k-means algorithm calculates the Euclidean distance from
each pixel vector (which can be the original information in the
image f or the outcome of the morphological pre-processing stage,
MPext) to the closest cluster center (where the cluster centers are
initialized randomly). This operation is computed in a single
CUDA kernel, in which we assigned the calculation of the distance
of each pixel of the image to an independent processing thread. As
a result, in this implementation we define a grid with as many
blocks as pixels are present in the original image f. Internally, the
threads of each block calculate the Euclidean distance between
the local pixel and each of the c classes, where the value of c is
determined in advance. This way, each thread calculates of the
distance between the values of each pixel and the nearest cluster
center.

It should be noted that, in this kernel, the processing of each
pixel is performed in vector-based fashion (i.e., the distance is
calculated by considering all the components allocated to each
pixel) as opposed to the processing in the previous stage (morpho-
logical pre-processing) in which the components of the original
image are processed in band-by-band fashion. For illustrative
purposes, Fig. 4 shows a simplified version of the CUDA kernel that
performs this operation. Our main purpose with Fig. 4 is to provide
an idea of the complexity of writing a kernel in CUDA by illustrating
one of the kernels used in our implementation. As shown by Fig. 4,
porting available C code into CUDA is relatively simple as the code is
similar to a standard C implementation but encapsulated in the
form of a kernel. Once this operation is completed, we recalculate
the centers of each cluster and reassign new pixels to each of the
clusters until convergence. This part has not been implemented in
the GPU, mainly because for a small number of clusters this
computation can be performed in the CPU without representing a
dominant factor in the overall time of the solution.
4.3. GPU implementation of the spatial post-processing module

Finally, the spatial post-processing module can be simply
implemented in the GPU following a similar strategy to the one
adopted for the implementation of morphological operations. The
CUDA kernel which implements this operation simply defines a
grid with a number of blocks equal to the number of pixels in the
original image f, and with a number of threads defined by the
number of pixels in the window defined by the post-processing
window centered around each pixel f(x,y), as illustrated in Fig. 3.

We emphasize that the GPU implementation only covers part
of the considered processing chain, as the ISODATA algorithm for
unsupervised classification and the ML algorithm for supervised
classification have not been implemented in the GPU as of yet.
However, with the GPU version of k-means and the pre- and
Fig. 4. Simplified version of the CUDA kernel developed for the implementation of

the k-means algorithm in GPUs.



Fig. 5. Different views of the developed tool. Selection of an area to be classified in

New York City (top). Unsupervised classification result provided by our parallel

implementation of k-means algorithm superimposed on the tool (middle). Zoom

reduction retaining the classified area (bottom).
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post-processing modules described in this section, a partial GPU
implementation of the processing chain is available and will be
evaluated in terms of parallel performance in Section 5.

To conclude this section, Fig. 5 shows different views of the
developed tool. The tool allows selecting an area to be classified,
obtaining classification results both in unsupervised and super-
vised fashion, retaining the classified area at different zoom
levels, and other functionalities such as spatial pre- and post-
processing, managing of the resulting classification and extracted
satellite images, loading/storing of results via file logs which can
be saved in a database, automatic positioning in any latitude and
longitude coordinates in the entire Google MapsTM database,
overlaying of classification results with different views (satellite,
map, hybrid), etc.
13 http://www.nvidia.com/object/product_geforce_9400m_g_us.html
14 http://www.nvidia.com/object/product_tesla_c1060_us.html
5. Experimental validation

In this section, we perform an experimental validation of our
developed system using satellite images obtained from Google
MapsTM across different locations. The validation is conducted by
means of the following experiments:
(1)
 In the first experiment, we evaluate the impact of using
morphological profiles versus using the original satellite
image in the considered processing chain. This experiment
is based on visual assessment of the classification obtained for
a satellite image collected over the Nile river in Egypt (which
presents spatial correlation between the observed image
features and hence can be used to analyze the impact of
morphological pre-processing).
(2)
 In the second experiment, we conduct an experimental
validation of the k-means and ISODATA unsupervised classi-
fication algorithms by selecting a satellite image over the
World Trade Center in New York city (an area which repre-
sents a challenging classification scenario due to the presence
of complex urban features). The validation has been con-
ducted by evaluating the agreement between the classifica-
tion results provided by our implemented versions of k-
means and ISODATA with regard to those available in the
well-known ENVI commercial software package distributed
by ITT Visual Information Solutions. In our tests, we adopt
exactly the same parameters when running our implementa-
tions and those available in the ENVI package.
(3)
 In the third experiment we conduct an experimental valida-
tion of the supervised ML classification algorithm using the
same image in the previous experiment. Again, we validate
the obtained results by the ML classifier by evaluating the
agreement with the implementation available in ENVI using
different satellite images collected over the World Trade
Center area in New York City. Again, we adopt exactly the
same parameters when running our implementation and
those available in ENVI.
(4)
 In the fourth experiment, we analyze the computational
performance of the developed GPU implementation of the
processing chain (which comprises morphological pre-
processing, k-means clustering and spatial post-processing)
with regards to its CPU (serial) version. For this purpose, we
use two GPUs from NVidia: the GeForce 9400 M GPU13 and
the Tesla C1060 GPU.14
(5)
 In the fifth experiment we analyze the performance of our
proposed processing chain in the context of an urban classi-
fication application using a remotely sensed hyperspectral
data set collected by the reflective optics spectrographic
imaging system (ROSIS). The flight was operated by the
Deutschen Zentrum for Luftund Raumfahrt (DLR, the German
Aerospace Agency) in the framework of the HySens project,
managed and sponsored by the European Union. The consid-
ered scene was collected over the University of Pavia in Italy
and comprises ground-truth information about urban classes
that will be used to assess the performance of our proposed
system with a different type of remotely sensed data, thus
showing the generality of the developed tool.
5.1. Experiment 1: impact of using morphological profiles

For this first experiment, we have selected a satellite image
collected over a stretch of the Nile river in Cairo, Egypt. The
spatial resolution of the image is approximately 10 meters per
pixel. Fig. 6(a) shows the original image, while Fig. 6(b) and
(c) respectively shows the result of applying the proposed

http://www.nvidia.com/object/product_geforce_9400m_g_us.html
http://www.nvidia.com/object/product_tesla_c1060_us.html


Fig. 6. (a) Satellite image collected over a stretch of the Nile river in Cairo, Egypt. (b) Classification using our processing chain with morphological profiles and k-means.

(c) Classification using our processing chain (on the original image) with k-means. (d) Classification using ENVI’s implementation of k-means. (For interpretation of the

references to color in this figure legend, the reader is referred to the web version of this article.)

Table 1
Percentage of agreement (in terms of individual classes and also from a global

point of view) after comparing the classification map in Fig. 6(c) produced by our

tool (with the k-means algorithm) for the Nile river image with the classification

map in Fig. 6(d) produced by ENVI.

Soil #1
(blue)

Water #1
(green)

Urban
(orange)

Water #2
(red)

Soil #2
(yellow)

Overall
agreement

63.89 96.98 99.74 89.01 94.59 88.47

Table 2
Confusion matrix obtained after comparing the classification map in

Fig. 6(c) produced by our tool (with the k-means algorithm) for the Nile river

image with the classification map in Fig. 6(d) produced by ENVI.

Class Soil #1
(dark
blue)

Water #1
(red)

Urban
(blue)

Water #2
(green)

Soil #2
(yellow)

Soil #1

(blue)

17,550 0 0 7270 0

Water #1

(green)

0 34,316 0 8 0

Urban

(orange)

0 0 25,265 0 1335

Water #2

(red)

10 1069 0 58,928 0

Soil #2

(yellow)

9908 0 65 0 23,332
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processing chain with and without using morphological profiles
for pre-processing (using k¼14). In both cases, the k-means
algorithm (implemented with c¼5) is used to provide the final
classification maps, and no spatial post-processing is performed.
Finally, Fig. 6(d) shows the classification result obtained by the k-
means algorithm available in ENVI software for the original
image, using also c¼5. It should be noted that the results
displayed in Fig. 6(b) and (c) were obtained using our GPU
implementation of the processing chain (the results of the GPU
version are exactly the same as those obtained for the serial
version implemented in C language). As shown in Fig. 6, the
classification output obtained after applying morphological pro-
files [see Fig. 6(b)] provides a better characterization of spatial
features such as the river or the urban areas located at the
leftmost bank of the river than the classification output obtained
after applying the k-means algorithm to the original satellite
image [see Fig. 6(c)], which exhibits outliers in homogeneous
classes such as the river. This example reveals that the rich spatial
information (extracted through morphological profiles) can be
used in combination with spectral information to discriminate
objects better than using spectral information alone.

As shown by Fig. 6, the color labels obtained in the different
classification results are different, but the classification maps
provided by our processing chain applied to the original satellite
image in Fig. 6(c) and by ENVI’s implementation of k-means in
Fig. 6(d) are very similar. In both cases, the parameters for both
algorithms have been set to exactly the same values, with the
number of clusters set empirically to c¼5. Table 1 reports the
classification agreement (in percentage) measured after compar-
ing our processing chain result, based on k-means classification,
with the one obtained by ENVI (assuming the latter as the
reference). In other words, the agreement reflects the pixel-based
similarity of the map produced using our implementation with
regard to the map obtained using ENVI, used as ground-truth in
this experiment. As shown by Table 1, the agreement between
both maps (in terms of individual classes and also from a global
point of view) is very high. This is also confirmed by the confusion
matrix displayed in Table 2 (Foody, 2002). Overall, this experi-
ment reveals that morphological pre-processing provides a better
characterization of the features in the original image, and that
our k-means classifier performs in very similar terms as the one
available in ENVI software.
5.2. Experiment 2: comparison of unsupervised classification

algorithms

In this experiment we use a satellite image collected over the
World Trade Center (WTC) area in New York City [see Fig. 7(a)].
The resolution of the image is quite high, with approximately 5 m
per pixel. Fig. 7(b) and (c) respectively shows the unsupervised
classification result obtained by our processing chain, with and
without morphological pre-processing, using the k-means algo-
rithm. Fig. 7(d) and (e) respectively shows the unsupervised
classification result obtained by our processing chain, with and
without morphological pre-processing, using the ISODATA algo-
rithm. Finally, Fig. 7(f) and (g) respectively shows the unsuper-
vised classification result obtained using ENVI’s implementation



Fig. 7. (a) Satellite image collected over the World Trade Center area in New York City. (b) Classification using our processing chain with morphological profiles and k-

means. (c) Classification using our processing chain (on the original image) with k-means. (d) Classification using our processing chain with morphological profiles and

ISODATA. (e) Classification using our processing chain (on the original image) with ISODATA. (f) Classification using ENVI’s k-means. (g) Classification using ENVI’s

ISODATA. (For interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.)

Table 3
Percentage of agreement (in terms of individual classes and also from a global

point of view) after comparing the classification map in Fig. 7(c) produced by our

tool (with the k-means algorithm) for the World Trade Center image with the

classification map in Fig. 7(f) produced by ENVI, and after comparing the

classification map in Fig. 7(e) produced by our tool (with the ISODATA algorithm)

with the classification map in Fig. 7(g) produced by ENVI.

Clustering
algorithm

Shadows
#1 (blue)

Shadows
#2 (red)

Urban
areas
#1
(yellow)

Urban
areas
#2
(green)

Urban
areas #3
(orange)

Overall
agreement

k-means 78.26 95.49 85.56 90.65 97.39 89.47

ISODATA 85.85 77.43 91.59 92.08 97.39 88.87

Table 4
Confusion matrix obtained after comparing the classification map in

Fig. 7(c) produced by our tool (with the k-means algorithm) for the World Trade

Center image with the classification map in Fig. 7(f) produced by ENVI.

Class Shadows
#1
(green)

Shadows
#2 (red)

Urban areas
#1 (dark
blue)

Urban areas
#2 (yellow)

Urban
areas #3
(blue)

Shadows

#1 (blue)

15,142 1192 845 0 0

Shadows

#2 (red)

3835 25,246 0 0 0

Urban

areas #1

(yellow)

371 0 10,171 306 0

Urban

areas #2

(green)

0 0 872 15,937 527

Urban

areas #3

(orange)

0 0 0 1338 19,635

Table 5
Confusion matrix obtained after comparing the classification map in

Fig. 7(e) produced by our tool (with the ISODATA algorithm) for the World Trade

Center image with the classification map in Fig. 7(g) produced by ENVI.

Class Shadows
#1
(green)

Shadows
#2 (red)

Urban areas
#1 (dark
blue)

Urban
areas #2
(blue)

Urban
areas #3
(yellow)

Shadows

#1 (blue)

20,472 0 0 0 0

Shadows

#2 (red)

5966 16,611 0 0 16

Urban

areas #1

(yellow)

0 0 19,635 1338 0

Urban

areas #2

(green)

0 0 527 16,189 984

Urban

areas #3

(orange)

0 2737 0 54 10,888
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of k-means and ISODATA algorithms. In all cases, we empirically
used k¼14 and c¼5 as input parameters, and no spatial post-
processing was applied.

As shown by Fig. 7, the classification results provided by k-means
and ISODATA are very similar. Also, although the color class labels
for the different implementations are different, the classification
maps provided by our implementations (without morphological
pre-processing) and the ones obtained using ENVI are very similar.
In both cases, the algorithm parameters have been set to exactly the
same values. Table 3 reports the classification agreement (in
percentage) measured after comparing our k-means and ISODATA
classification maps with the ones obtained by ENVI (assuming the
latter ones as the reference in the comparisons). As shown by
Table 3, the agreement between the maps is always very high. The
confusion matrices for k-means and ISODATA are respectively given
in Tables 4 and 5. Overall, this experiment indicates that the two
clustering algorithms implemented in our desktop tool perform in
similar terms as those available in ENVI software.

5.3. Experiment 3: supervised classification algorithm

In this third experiment, we select a larger image over a different
location in New York City [see Fig. 8(a)]. In order to classify this
scene in supervised fashion using the ML classifier, we have selected
the areas resulting from an unsupervised classification (using k-
means) of a different zone in New York City, and used those areas to
train our ML classifier using c¼5 and applying it to the original



Fig. 8. (a) Satellite image collected over the World Trade Center area in New York City. (b) Supervised classification result provided by our implementation of ML [trained

with the classification in Fig. 7(d)]. (c) Supervised classification result provided by ENVI’s implementation of ML [trained with the classification in Fig. 7(f)].

Table 6
Percentage of agreement (in terms of individual classes and also from a global

point of view) after comparing the classification map in Fig. 8(b) produced by our

tool (with the ML algorithm) for the World Trade Center image with the

classification map in Fig. 8(c) produced by ENVI.

Vegetation
#1 (green)

Vegetation
#2 (blue)

Water
(orange)

Urban
areas #1
(red)

Urban areas
#2 (yellow)

Overall
agreement

71.71 85.60 76.33 94.13 98.07 85.17

Table 7
Confusion matrix after comparing the classification map in Fig. 8(b) produced by

our tool (with the ML algorithm) for the World Trade Center image with the

classification map in Fig. 8(c) produced by ENVI.

Class Vegetation
#1 (green)

Vegetation
#2 (orange)

Water
(red)

Urban areas
#1 (dark
blue)

Urban
areas #2
(yellow)

Vegetation

#1 (green)

42,056 0 23,999 0 0

Vegetation

#2 (blue)

13,902 45,234 0 0 390

Water

(orange)

1116 0 80,194 0 0

Urban

areas #1

(red)

0 0 0 43,590 1125

Urban

areas #2

(yellow)

0 7502 0 9409 55,456

Table 8
Processing times (in seconds) and speedups achieved with regards to the

corresponding CPU (recalculating the centers of each cluster and reassigning

new pixels to each of the clusters) for different GPU implementations of

the considered processing chain (using different image sizes and number of

clusters, c).

Parameters considered NVidia GeForce 9400M NVidia Tesla C1060

Image size
(pixels)

Number of
clusters, c

Time
CPU

Time
GPU

Speedup Time
CPU

Time
GPU

Speedup

512�512 5 0.026 0.252 3.26� 0.016 0.145 5.67�

512�512 64 0.042 0.496 7.60� 0.020 0.210 17.95�

512�512 128 0.064 0.764 10.29� 0.028 0.268 29.33�

1024�1024 64 0.263 3.582 6.18� 0.048 0.715 30.97�

1024�1024 128 0.356 4.374 8.76� 0.067 1.044 36.69�
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image. The resulting classification map is displayed in Fig. 8(b). For
illustrative purposes, the classification map achieved by the ML
algorithm available in ENVI is displayed in Fig. 8(c). In order to
obtain this map, the ML algorithm in ENVI was trained using exactly
the same areas and with the same parameters as those used in our
implementation. Again, Fig. 8 reveals that, although the color labels
for our implementation and the one available in ENVI are different,
the classification maps are very similar. For illustrative purposes,
Table 6 reports the classification agreement (in percentage) mea-
sured after comparing our ML-based classification map with the one
obtained by ENVI (assuming the latter as the reference). The
associated confusion matrix is given in Table 7. These results
indicate a high degree of similarity between our implementation
of ML and the one available in ENVI software. This experiment also
reveals that our implementation allows a successful integration of
the ML supervised technique for automatic classification of satellite
images derived from Google MapsTM via the developed tool.

5.4. Experiment 4: performance of the GPU implementation

In this experiment we analyze the computational performance
of the GPU implementation of the processing chain (including
morphological pre-processing, k-means clustering and spatial
post-processing), carried out in NVidia CUDA, with regards to its
CPU (serial) version, implemented in C language. In this work, we
have used two different CPU-GPU configurations. In the first one,
we use an Intel Core i7 920 CPU with the Ubuntu 9.04 Linux
operating system and the NVidia Tesla C1060 GPU. In the second
one, we use an Intel Core 2 Duo P8700 2.53 GHz CPU with the
Windows 7 operating system and an NVidia GeForce 9400 M GPU.
Table 8 shows the execution times achieved for each of the CPU-
GPU configurations used, as well as the speedups achieved for
different image sizes and number of clusters, c. In all cases, we
have considered the construction of morphological profiles with
k¼14 and spatial post-processing with a window size of 5�5
pixels. The reason for considering a fixed number of iterations k

for the calculation of morphological profiles and also a fixed size
of the spatial post-processing window is that we have experi-
mentally observed that the GPU implementation of these two
steps scales linearly with the number of GPU cores used, hence
the number of clusters used c is more important as the GPU
implementation does not scale linearly with this parameter as the
GPU implementation of k-means is more complex. In other words,
the speedups observed for the morphological processing and
post-processing can be considered linear, while the speedups
reported in Table 8 are mainly originated by the clustering stage
which was also the most computationally expensive, taking
approximately two thirds of the overall processing time while
the morphological processing and post-processing took approxi-
mately one third of the overall computation in the considered
experiments.

An important observation from Table 8 is that, as we increase
the image size and number of clusters c, the speedup achieved by
the GPUs tends to be more significant. For instance, the imple-
mentation in the Tesla C1060 GPU achieved a speedup of about
37�with regards to the CPU version for 1024�1024 image size
and c¼128. However, the implementation in the GeForce 9400 M
GPU saturates for certain image sizes, achieving a speedup of
about 10� in the best case. Overall, this experiment reveals that
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GPU architectures provide a source of computational power that
can be readily used to accelerate the considered processing chain,
which mainly consists of regular operations that map nicely to
this kind of architecture.
5.5. Experiment 5: analysis of hyperspectral data

In this experiment we analyze the performance of the con-
sidered processing chain using remotely sensed hyperspectral
data. The scene used for experiments was collected by the ROSIS
optical sensor over the urban area of the University of Pavia, Italy.
The image size in pixels is 610�340, with high spatial resolution
of 1.3 m per pixel. The number of data channels in the acquired
image is 115 (with spectral range from 0.43 to 0:86 mm).
Fig. 9(a) shows a false color composite of the image, while
Fig. 9(b) shows the ground-truth available for the scene, which
comprises nine ground-truth classes of interest including urban
features (asphalt, gravel, metal sheets, bitumen and bricks) as
well as vegetation features (meadows, trees), bare soil and
shadows. The classification map obtained after applying our
unsupervised k-means algorithm with c¼9 (i.e., the number of
ground-truth classes) is displayed in Fig. 9(c). Finally,
Fig. 9(d) shows the result obtained after applying spatial post-
processing (using a processing window of 7�7 pixels) over the
classification result obtained in Fig. 9(c). Due to the high dimen-
sionality of hyperspectral images, in this experiment we did not
apply morphological preprocessing and worked, instead, with the
full spectral information available from the scene. For illustrative
Fig. 9. (a) False color composition of a hyperspectral image collected by the ROSIS s

exclusive land-cover classes. (c) Classification map obtained after applying our unsuper

spatial post-processing (using a processing window of 7�7 pixels) over the classificatio

legend, the reader is referred to the web version of this article.)

Table 9
Confusion matrix obtained after comparing the classification result in Fig. 9(c) produce

with the ground-truth in Fig. 9(b).

Class Bare soil
(Magenta)

Asphalt
(Red)

Meadows
(Green)

Trees
(Yellow)

Met
(Cya

Bare soil (Green) 290 51 0 4 561

Asphalt (Blue) 2160 19 8173 20 0

Meadows (Sea

Green)

120 0 3848 990 0

Trees (Magenta) 0 0 2116 1951 0

Metal sheets (Red) 0 1 0 5 649

Self-blocking bricks

(White)

1654 8 4011 92 0

Bitumen (Coral) 17 6002 5 0 5

Gravel (Yellow) 788 540 496 0 130

Shadow (Cyan) 0 10 0 2 0
purposes, Table 9 shows the confusion matrix obtained after
comparing the classification result in Fig. 9(c) i.e., clustering
without spatial post-processing – with the ground-truth in
Fig. 9(b), while Table 10 shows the confusion matrix obtained
after comparing the classification result in Fig. 9(d) – i.e., cluster-
ing with spatial post-processing – with the ground-truth in
Fig. 9(b). In both cases, class confusion can be observed for some
of the classes resulting from the unsupervised nature of our
processing chain and the complexity of the scene. However, this
example reveals the potential of our proposed tool to perform
classification of different types of remotely sensed data. The
inclusion of more advanced supervised classifiers, which we are
planning as a future extension of our work, should significantly
improve the obtained classification results by using a small
percentage of the ground-truth samples for training purposes.
6. Conclusions and future research lines

This paper has described a new desktop application for
unsupervised and supervised classification of remotely sensed
images. The system has been developed using the Java program-
ming language with calls to the SwingX-WS library. Our experi-
mental results, conducted by comparing the obtained
classification results with those provided by commercial products
such as the popular ENVI software package, reveal that the
proposed tool provides classification maps of high similarity with
regards to those provided by ENVI for the same satellite imagery,
but with the possibility to perform classification of any image
ensor over the University of Pavia. (b) Ground-truth map containing 9 mutually

vised k-means algorithm with c¼9. (d) Classification map obtained after applying

n result obtained in (c). (For interpretation of the references to color in this figure

d by our tool (with the k-means algorithm) for the ROSIS University of Pavia scene

al sheets
n)

Self-blocking bricks (Sea
Green)

Bitumen
(Coral)

Gravel
(Blue)

Shadow
(White)

0 0 2 0

31 0 2 0

0 0 0 0

0 0 0 0

0 0 0 0

9 1 1 0

172 1248 476 0

3470 81 1617 0

0 0 1 947



Table 10
Confusion matrix obtained after comparing the classification result in Fig. 9(d) produced by our tool (with the k-means algorithm) for the ROSIS University of Pavia scene

with the ground-truth in Fig. 9(b).

Bare soil
(Magenta)

Asphalt
(Red)

Meadows
(Green)

Trees
(Yellow)

Metal sheets
(Cyan)

Self-blocking
bricks (Sea
Green)

Bitumen
(Coral)

Gravel
(Blue)

Shadow
(White)

Bare soil (Green) 308 0 0 4 479 0 0 0 1

Asphalt (Blue) 2226 1 8337 62 0 1 0 0 0

Meadows (Sea Green) 19 0 3799 1163 0 1 0 0 0

Trees (Magenta) 0 0 2141 1478 0 0 0 0 0

Metal sheets (Red) 0 0 0 8 780 0 0 0 0

Self-blocking bricks

(White)

1768 0 3905 139 0 3 0 0 0

Bitumen (Coral) 0 6412 0 90 0 66 1321 377 1

Gravel (Yellow) 708 218 467 24 86 3611 9 1722 1

Shadow (Cyan) 0 0 0 96 0 0 0 0 944
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portion available in Google MapsTM engine, both in unsupervised
and supervised fashion, and in a computationally efficient form
through the exploitation of the fine granularity of parallelism
offered by GPU architectures. The proposed tool has also been
demonstrated with remotely sensed hyperspectral data.

In future developments, we plan to incorporate additional
feature extraction techniques such as attribute morphological
profiles, and also other supervised classifiers such as random
forests and support vector machines (SVMs) (Camps-Valls and
Bruzzone, 2005). Also, we would like to extend the developed
tool with the incorporation of content-based image retrieval
functionalities.
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Bernabé, S., Plaza, A., 2010. A new system to perform unsupervised and supervised
classification of satellite images from Google maps. Proceedings of SPIE
Conference on Satellite Data Compression, Communications, and Processing,
vol. 7810; 2010, pp. 1–10.

Bruzzone, L., Chi, M., Marconcini, M., 2006. A novel transductive SVM for the
semisupervised classification of remote sensing images. IEEE Transactions on
Geoscience and Remote Sensing 44, 3363–3373.
Camps-Valls, G., Bruzzone, L., 2005. Kernel-based methods for hyperspectral
image classification. IEEE Transactions on Geoscience and Remote Sensing
43, 1351–1362.

Chang, C.-I., 2003. Hyperspectral Imaging: Techniques for Spectral Detection and
Classification. Kluwer, New York.

Chanussot, J., Benediktsson, J.A., Fauvel, M., 2006. Classification of remote sensing
images from urban areas using a fuzzy probabilistic model. IEEE Geoscience
and Remote Sensing Letters 3, 40–44.

Chellappa, R., Jain, A., 1993. Markov Random Fields: Theory and Applications.
Academic, New York.

Dempster, A.P., Laird, N.M., Rubin, D.B., 1977. Maximum likelihood from incom-
plete data via the EM algorithm. Journal of the Royal Statistical Society, Series
B 39, 1–38.

Foody, G.M., 2002. Status of land cover classification accuracy assessment. Remote
Sensing of Environment 90, 185–201.

Gamba, P., Dell’Acqua, F., Ferrari, A., Palmason, J.A., Benediktsson, J.A., 2004.
Exploiting spectral and spatial information in hyperspectral urban data with
high resolution. IEEE Geoscience and Remote Sensing Letters 1, 322–326.

Hartigan, J.A., Wong, M.A., 1979. Algorithm as 136: a k-means clustering
algorithm. Journal of the Royal Statistical Society, Series C (Applied Statistics)
28, 100–108.

Jia, X., Richards, J.A., Ricken, D.E., 1999. Remote Sensing Digital Image Analysis: An
Introduction. Springer-Verlag, Berlin.

King, R.L., 2003. Putting information into the service of decision making: the role
of remote sensing analysis. In: Proceedings of IEEE Workshop on Advances in
Techniques for Analysis of Remotely Sensed Data, pp. 25–29.

Landgrebe, D.A., 2003. Signal Theory Methods in Multispectral Remote Sensing.
John Wiley and Sons, Hoboken, NJ.

Plaza, A., Valencia, D., Plaza, J., Martinez, P., 2006. Commodity cluster-based
parallel processing of hyperspectral Imagery. Journal of Parallel and Distrib-
uted Computing 66 (3), 345–358.

Paz, A., Plaza, A., 2010. Clusters versus GPUs for parallel automatic target detection
in remotely sensed hyperspectral images. EURASIP Journal on Advances in
Signal Processing 2010, 1–18.

Plaza, A., Chang, C.-I., 2007. High Performance Computing in Remote Sensing.
Chapman & Hall, CRC Press, Boca Raton. (450 pp).

Plaza, A., Chang, C.-I., 2008. Clusters versus FPGA for parallel processing of
hyperspectral imagery. International Journal of High Performance Computing
Applications 22 (4), 366–385.

Plaza, A., Benediktsson, J.A., Boardman, J., Brazile, J., Bruzzone, L., Camps-Valls, G.,
Chanussot, J., Fauvel, M., Gamba, P., Gualtieri, J.A., Marconcini, M., Tilton, J.C.,
Trianni, G., 2009. Recent advances in techniques for hyperspectral image
processing. Remote Sensing of Environment 113, 110–122.

Richards, J.A., 2005. Analysis of remotely sensed data: the formative decades and
the future. IEEE Transactions on Geoscience and Remote Sensing 43, 422–432.

Serra, J., 1982. Image Analysis and Mathematical Morphology. Academic, New
York.

Setoain, J., Prieto, M., Tenllado, C., Tirado, F., 2008. GPU for parallel on-board
hyperspectral image processing. International Journal of High Performance
Computing Applications 22 (4), 424–437.

Setoain, J., Prieto, M., Tenllado, C., Plaza, A., Tirado, F., 2007. Parallel morphological
endmember extraction using commodity graphics hardware. IEEE Geoscience
and Remote Sensing Letters 43, 441–445.

Soille, P., 2003. Morphological Image Analysis: Principles and Applications.
Springer-Verlag, Berlin.

Tarabalka, Y., Haavardsholm, T.V., Kasen, I., Skauli, T., 2009. Real-time anomaly
detection in hyperspectral images using multivariate normal mixture models
and GPU processing. Journal of Real-Time Image Processing 4, 1–14.


	A new parallel tool for classification of remotely sensed imagery
	Introduction
	Libraries
	Processing chain
	Pre-processing using morphological profiles
	Unsupervised and supervised classification
	Spatial post-processing

	Parallel implementation
	GPU implementation of pre-processing using morphological profiles
	GPU implementation of the k-means unsupervised clustering algorithm
	GPU implementation of the spatial post-processing module

	Experimental validation
	Experiment 1: impact of using morphological profiles
	Experiment 2: comparison of unsupervised classification algorithms
	Experiment 3: supervised classification algorithm
	Experiment 4: performance of the GPU implementation
	Experiment 5: analysis of hyperspectral data

	Conclusions and future research lines
	Acknowledgment
	References




